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This text is concerned with a topic of considerable current interest. The
origins of causal inference go back to Fisher�s and Neyman�s work in the 1920�s
and 1930�s and it continues to inspire additional developments, as well as con-
troversy. This book does a great service by documenting this work in a clear
and comprehensive fashion. At least for this reviewer, much of the literature
on this topic is confusing and di¢ cult to follow. This is because a variety of
assumptions are required to understand the justi�cation of the statistical analy-
ses proposed and these assumptions are often not clearly stated. A hallmark
of this text is the precise statement of these assumptions. There is much more
to the text than this, however, and it will likely be the main resource for those
who want to learn about the topic for many years to come. The mathematical
requirements are not overly high and the techniques are always illustrated via
simple examples as an aid for those less mathematically inclined. Another nice
feature of the book is the presentation and analysis of numerous interesting data
sets.
Much of this review is concerned with contrasting the causal inference ap-

proach, which is well-described in the book, to what might be considered a
more standard approach to assessing causality, as this is the source of some
controversy. One of the key roles for statistics in science is the provision of
a de�nition of what it means for variables to be related. An elementary de-
�nition can proceed as follows. Consider a population (�nite set of similar
objects) 
 and variables X : 
 ! X and Y : 
 ! Y. These variables arise
as the result of some measurement processes applied to ! 2 
 to produce
the pair (X(!); Y (!)): A variable X produces a relative frequency distribution
fX(x) = #(f! : X(!) = xg)=#(
) for each x 2 X ; namely, fX(x) is the propor-
tion of members of 
 having their X measurement equal to x: The conditional
relative frequency distribution of Y given X(!) = x is then fY jX(y jx) = #(f! :
X(!) = x; Y (!) = yg)=#(f! : X(!) = xg) = fX;Y (x; y)=fX(x); namely, the
proportion of the subpopulation having X measurement equal to x; which have
their Y measurement equal to y: It can then be said that X and Y are related if
fY jX(� jx) changes as x changes and the form of this relationship is given by how
fY jX(� jx) changes with x: The de�nition of relatedness is really an idealization
and it is big di¤erences in these distributions that are looked for to conclude
that a meaningful relationship exists.
For example, suppose 
 is the set of all �rst year university calculus students

across North America with X(!) = 1 if student ! receives a new online tutoring
method and X(!) = 0 otherwise, and Y (!) is the student�s grade at the end
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of the course. We might refer to the online tutoring as the treatment and the
absence of this as the control. Then there is a relationship between X and Y if
fY jX(� j 1) 6= fY jX(� j 0):
Typically fY jX cannot be known exactly because a census cannot be con-

ducted to get all the values (X(!); Y (!)) and, in contexts like the example,
it is impossible to fully know fY jX because any ! cannot receive both the
treatment and the control. It is often possible, however, to generate a ran-
dom sample of N from 
, say f!1; : : : ; !Ng; and then use the observed data
(X(!i); Y (!i)); i = 1; : : : ; N to make inferences about fY jX to assess whether
or not a relationship exists and, if so, what form that relationship takes. With
random sampling the fY jX(� jx) are now conditional probability distributions.
The inference problem as stated is typically too general for any kind of

meaningful inferences to be conducted and so it is common to introduce as-
sumptions to simplify things. For example, the regression assumption requires
that the fY jX(� jx) di¤er at most in their means E(Y jX)(x): The linear re-
gression assumption requires in addition that E(Y jX) be an element of a �nite
dimensional linear space of functions of x; such as the space of all polynomials
of degree 2 or less when X is a subset of the reals. Furthermore, it is often
assumed that the distributions represented by the fY jX(� jx) can be approx-
imated by continuous density functions and the family of normal densities is
one commonly used in this way. Taken all together these assumptions comprise
what is known as the statistical model. While making all these assumptions
might seem a bit disturbing, they satisfy an important requirement, namely,
the assumptions can be checked against the data to see whether or not they
are strongly contradicted. This is called model checking. It can never be said
that the assumptions hold exactly, but as long as they seem reasonable in light
of the data, conclusions drawn based on the inference step seem relevant. It is
worth noting too that, while the model is clearly subjective in nature because
the statistician chose it, the data is objective as the random selection ensures
that the statistician has no control over its generation.
One especially important problem that arises in the analysis of the rela-

tionship between X and Y is determining whether or not the relationship is
causative. To justify the assertion that a relationship is causative, certain re-
quirements must be met. In particular, the value X(!) for ! must be assignable
by the statistician, in the sense that any value x 2 X can be prescribed forX(!):
In our example, X = f0; 1g and for any selected ! 2 
 the student can be pro-
vided with the online tutoring service or not (for simplicity we�ll ignore the
possibility that ! refuses to accept the service). Now if we allocate the �rst m
of the randomly sampled !i to the treatment and the last n = N �m to the
control we have samples of m and N � m from fY jX(� j 1) and fY jX(� j 0); re-
spectively. Then inferences about di¤erences between fY jX(� j 1) and fY jX(� j 0)
are inferences about the causative e¤ect of X on Y as the only reason these
distributions can be di¤erent is because of the di¤erent values of X: Without
the controlled assignment of the value of X; causative relationships cannot be
inferred because di¤erences in the distributions could be due to other variables
that are also producing changes in X: Such variables are said to be confounded
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with X: It is to be noted that an assertion of a causative relation existing here
between X and Y is equivalent to an assertion about a di¤erence existing be-
tween the distributions fY jX(� j 1) and fY jX(� j 0): This approach to causative
relationships will be referred to hereafter as sampling model based.
The approach taken to causality in the text is somewhat di¤erent than what

has just been described. There are a variety of reasons for this not the least
of which being the di¢ culties, in many applications, involved in sampling from
the relevant population 
: In fact, many statistical analyses are observational
studies where the !i are not randomly sampled from 
 by the statistician and
there is no control over the assignment of X: Still there is data and the belief
that something can be learned from this data about the relationship between X
and Y and so techniques have been developed to try and deal with the obvious
concerns, such as unrepresentative samples and confounding, that arise in such
situations.
As a partial step along this road consider the following situation which arises

quite commonly. This corresponds to one of the simplest causal inference meth-
ods as described in the book. Suppose it is not possible to sample from 
 but
we have f!1; : : : ; !Ng and it is possible to control the values of X allocated
to the !i: For example, the f!1; : : : ; !Ng might be the �rst year Calculus stu-
dents at a particular university. For simplicity let us restrict attention to the
situation where X = f0; 1g: For !i de�ne Y0(!i) = Y (!i) when X(!i) = 0
and Y1(!i) = Y (!i) when X(!i) = 1: Only one of Y0(!i) and Y1(!i) will be
observed and this will be denoted by Y obs(!i) with the other missing value
denoted Y miss(!i): Now suppose that m objects are randomly selected from
f!1; : : : ; !Ng so that each such subset has probability 1=

�
N
m

�
of being selected,

and these !i are given the treatment while the remaining N �m elements re-
ceive the control. For causal inference the di¤erence between Y1(!i) and Y0(!i)
is the unit causal e¤ect on !i of X and the aim is to use the values Y obs(!i) to
test whether or not there is any di¤erence for any !i: A key causal assumption
is introduced, namely, if there is no e¤ect due to X; then Y0(!i) = Y1(!i) for
i = 1; : : : ; N: With this assumption and no e¤ect due to X; it would seem that
for any statistic T that compares the values of the Y obs(!i) in the treatment
group with those in the control group, then the di¤erence should be explainable
as just due to the random allocation. For example, let

T (Y obs) =

������ 1m
X

X(!i)=1

Y obs(!i)�
1

N �m
X

X(!i)=0

Y obs(!i)

������ ;
which compares the mean Y value of the treatment group with the mean Y
value of the control group. The distribution of T can be considered under all
the equally probable allocations of m of the !i to the treatment group and the
p-value P (T � T (Y obs)) computed, where P is the probability measure induced
on T by the randomization and called the randomization distribution of T: If
this p-value is small, then it is claimed that there is evidence against the null
hypothesis of no causative e¤ect because an unusually large value of T has been
observed. The text refers to this as Fisher�s exact p-value (FEP).
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As no reference is made to the population distributions fY jX the test is
distribution-free and moreover the p-value can typically be exactly evaluated.
These two characteristics have great appeal to many statisticians as it seems that
few assumptions are being made and inference is exact. Furthermore, the di¤er-
ence in means can be shown to be an unbiased estimator of N�1PN

i=1(Y1(!i)�
Y0(!i)); the average unit causal e¤ect in f!1; : : : ; !Ng; and this is 0 when there
are no unit causal e¤ects.
There does not appear to be any general reason, however, to necessarily

use the di¤erence in means as the T statistic for the comparison. There are
many possible choices and the authors suggest tests based on the ranks of the
Y (!i) for several reasons. Certainly it is not correct to carry out multiple
tests using di¤erent T statistics in a search for signi�cance, a form of p-value
hacking. Rather the statistician is required to select a test statistic based upon
the alternatives to the null hypothesis of no unit causal e¤ects that are believed
to be plausible. For example, the di¤erence in means seems primarily motivated
by the assumption that, if there is a causal e¤ect, then this e¤ect is constant
and additive across units, namely, there is a � 6= 0 such that Y1(!i)�Y0(!i) = �
for all i: This assumption is not checkable and, moreover, neither is the causal
assumption and this is a key weakness of this approach to inference. While the
causal assumption may seem plausible, it is certainly not guaranteed to hold.
When e¤ect size is brought into the discussion, as it should be, a more realistic
consideration of what it means for the treatment and control to be the same,
namely, the di¤erence between the treatment and control is practically speaking
immaterial, indicates that the causal assumption is almost certainly violated in
general. In the sampling model based approach the assumption of no unit causal
e¤ects is not required and nor is it required that any existing e¤ect be constant
across units. Also, if fY jX(� j 1) and fY jX(� j 0) do not di¤er materially, then it
makes sense to say that there is no e¤ect due to X:
Given that any inferences drawn based on the causal inference analysis will

naturally be extrapolated to the population 
 anyway, it seems better in this
problem to adopt the sampling based approach. Either way appropriate cautions
need to be stated when f!1; : : : ; !Ng is not truly a sample from 
: A key
advantage of the sampling based approach is that inferences are being drawn
about fY jX as the object of interest in an investigation concerned with the
relationship betweenX and Y and assumptions made about this can be checked.
If a prior (a probability distribution expressing beliefs about the truth in the
model) is added to the statistical model as a basic ingredient, then it is possible
to base all the inferences on natural measures of evidence like the Bayes factor
as opposed to the use of the p-value. The p-value is well-known to su¤er from
many inadequacies as a measure of evidence and yet it plays a fundamental role
throughout causal inference. Also, it is possible to check for prior-data con�ict,
namely, the prior is checkable against the data for its reasonableness.
The text develops causal inferences for much more general problems than

the simple situation described here, although this does contain many of the key
characteristics of the approach. Perhaps of greatest interest are the applications
to observational studies where various techniques, like the use of propensity
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scores to estimate probabilities of treatment in observational studies, balancing
on covariates and matching, are introduced to attempt to deal with many of
the issues that arise when analyzing such data. It might seem natural in such
contexts that a degree of arbitrariness enters into the picture, but this should
be carefully distinguished from what the gold standard of inference should be
when it is possible to sample from 
 and control the allocation of X: In that
context inference should proceed necessarily based on an appropriate measure
of statistical evidence using the sampling model based approach. With causal
inference there are many di¤erent possible analyses that one could conduct with
the statistician left to make choices with no possibility that these choices can
be checked against the data for their suitability. This does not rule out the use
of causal inference methods in certain contexts like observational studies, but it
should be recognized that such analyses produce evidence for relationships at a
lower level than the gold standard. It is a credit to the text that the various
assumptions and choices made by the statistician when conducting a causal
inference analysis are made very clear.
The authors are major contributors to the �eld of causal inference. They

have written a �ne book that will help inform the statistical community about
the pros and cons of this methodology. It represents a signi�cant contribution.
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